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ABSTRACT
To prevent problems and capitalise on opportunities before they
even occur, the research project SPEEDD proposed a methodology,
and developed a prototype for proactive event-driven decision-
making. We present the application of this methodology to credit
card fraud management. The machine learning component of the
SPEEDD prototype supports the online construction of fraud pat-
terns, allowing it to e�ciently adapt to the continuously changing
fraud types. Moreover, the user interface of the prototype enables
fraud analysts to make the most out of the results of automation
(complex event processing) and thus reach informed decisions. Un-
like most academic research on credit card fraud management, the
assessment of the prototype (components) is based on representa-
tive transaction datasets, allowing for a realistic evaluation.

CCS CONCEPTS
• Information systems→Data streaming; •Computingmethod-
ologies → Online learning settings; Logic programming and an-
swer set programming;
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1 INTRODUCTION
Social, economic and political changes are leading organisations to
shift their thinking from reactive to proactive in order to detect op-
portunities and threats that could a�ect their business. Mitigating
an anticipated problem, or capitalising on a forecast opportunity,
can substantially improve our quality of life, and prevent environ-
mental and �nancial damage [3]. Adding credit cards to watch lists
as a result of forecasting fraud, for example, reduces the cost in-
�icted by fraudulent activities on payment processing companies
and merchants, and consequently lowers credit card rates.

To prevent problems and capitalise on opportunities before they
even occur, in the context of the SPEEDD project1 we proposed
a methodology for proactive event-driven decision-making. The
methodology comprises the following steps. First, streaming data is
continuously acquired and aggregated from various types of sensor.
The aggregated data is analysed and fused in order to recognise, in
real-time, events and situations of special signi�cance. To allow for
timely recognition, communication volume is minimised by mov-
ing as little data as possible from one place to another. Second, the
events recognised are correlated with historical information to fore-
cast problems and opportunities that may actually take place in the
near future. Third, the forecast events along with the recognised
events are leveraged for real-time operational decision-making.
Fourth, visual analytics tools prioritise and explain possible proac-
tive actions, enabling human operators to reach informed decisions.

We have applied our approach to credit card fraud management
and tra�c management. Fraud management has become a central
aspect in today’s world, covering a large variety of domains. In USA
alone, fraud losses are estimated to exceed 12 billion dollars by 2020
[1]. Although usually associated with �nancial organisations, fraud
management is in fact applicable to many more entities, including
online retailers or even airline companies.

The goal in credit card fraud management is to detect fraud
within 25 milliseconds, and even forecast it, in order to prevent
the �nancial loss. The event patterns expressing fraudulent activity
are complex involving several rules and performance indicators.
They are also very diverse: fraud patterns heavily depend on the
country, merchant, amount and customer. Fraud is continuously
evolving — new fraud patterns appear on almost a weekly basis.
1http://speedd-project.eu/

http://speedd-project.eu/
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Moreover, fraud detection is a needle in the haystack problem as
fraudulent transactions constitute no more than 0.2% of the total
number of transactions. Perfect recall (�nding all fraud cases) and
perfect precision (never raise a false alarm) are out of reach. At
the same time, raising false alarms, that is, unnecessarily calling
customers or blocking cards, is very costly in time and customer
relationships. Missing true alarms is also very costly in terms of
lost money.

Credit card fraud recognition and forecasting requires the analy-
sis of large data streams storming from all over the world, as well as
large amounts of historical data. Data streams are highly noisy: sev-
eral of the transaction �elds could be left empty or contain incorrect
information due to terminal miscon�guration. Examples include in-
correct timestamps and time-zone information, incorrect merchant
group codes, and missing or incorrect location information.

We present our approach to fraud management. We focus on
the machine learning component of the SPEEDD prototype, which
is responsible for the automated fraud pattern construction, and
the user interface facilitating the interaction with the fraud ana-
lysts. The remaining modules, including complex event processing
and forecasting, and the system architecture, have been presented
elsewhere [9, 18].

To build an e�ective prototype, we relied heavily on the expertise
of the Feedzai company, a member of the SPEEDD consortium,
specialising in fraud prevention using machine learning2. Feedzai
provided representative credit card transaction datasets, allowing
for realistic evaluation. Moreover, as a domain expert, it provided
continuous feedback on the prototype development, regarding, for
example, common fraud indicators. Feedzai also facilitated a human
factors evaluation, providing access to fraud analysts for interviews
and user interface assessment.

The remainder of the paper is organised as follows. Section 2
gives an overview of the aspects of credit card fraud management
that SPEEDD tackles. Then, in Section 3 we discuss related work,
both from industry and academia. The machine learning compo-
nent of the SPEEDD prototype is presented in Section 4. For com-
pleteness, Section 5 discusses brie�y the complex event processing
component that makes use of the constructed fraud patterns. The
recognised and forecast fraud instances are made available to the
human analysts via a user interface — this is presented in Section
6. Finally, Section 7 summarises our work, presents some lessons
learned from SPEEDD, and outlines further work directions.

2 CREDIT CARD FRAUD MANAGEMENT
Although the number of fraudulent attempts represents only a small
fraction of the total number of transactions, if successful, they can
lead to signi�cant �nancial costs. The transactional world includes
the following stakeholders:

• Issuer: the bank issuing the credit cards and holding the
customers’ accounts.

• Acquirer: the bank holding the merchants’ accounts.
• Payment processor: the entity which is responsible for

linking the issuer and the acquirer every time a transaction
is triggered.

2https://feedzai.com/

Fraud can happen at any of the stakeholders, but it usually occurs
at the card holder or the merchant. With respect to card holders,
fraud typically happens when the card is lost, stolen or cloned,
with fraudsters committing third-party fraud as they are using the
card information with another identity. Regarding merchants, fraud
usually occurs if a point of sales has been compromised, or when
merchants set-up a business speci�cally to acquire credit card data —
for instance, promise to sell goods cheaply just to collect credit card
details, without shipping the ordered goods. Moreover, fraudsters
may work both on the merchant and card holder side. For example,
they can clone cards and use them in speci�c merchants who are
aware of the fraud and are paid to accept the transactions.

SPEEDD focuses on the use of credit cards on the side of the
card holder, while both the ‘card-present’ and ‘card-not-present’
scenarios are considered. In the �rst case, the physical card was
used, as in the case of acquisitions in a shopping mall or money
withdrawals from an ATM. The second case concerns mainly online
transactions, where most of the times only the card number, CCV
and expiration date and required.

At the end of each year, the world-wide payment processors Visa
and Mastercard create fraud reports from all the received charge-
backs, where a charge-back is a complaint �led by a customer
against a transaction which was not made by her. The amount of
this transaction must then be returned to the customer, where the
liability usually lies on the side of the merchant. These charge-
backs represent detected fraud. Furthermore, Visa and Mastercard
include fraudulent transactions detected by themselves, banks or
other payment processors. Once all this information is gathered, the
corresponding reports are sent to the payment processors in each
country. Of course, some of the fraud can go unnoticed, but this is
not usually the case. Fraudulent transactions tend to be caught —
the problem is that it is too often too late.

Although all transaction �elds are important to detect fraud,
some of them are naturally more relevant than others. The times-
tamp is not only necessary for ordering transactions, but also allows
to deduce the time of the year (week, day, and so on). The card
number is necessary for creating client pro�les. The identi�ers for
the acquirer and issuer can also be correlated to determine, for
example, if the card is being used in its origin or a foreign country,
or to verify if the card is being used in far away locations in a short
period of time, which is a fraud indicator. The amount is one of the
major sources of information regarding whether a transaction is
fraudulent or not. Customers have di�erent spending pro�les, so
the evaluation of the amount cannot be based on hard-coded val-
ues. Customers can also have di�erent behaviours when shopping
online as opposed to using the card in a physical store.

3 RELATEDWORK
It is hard to �nd academic work regarding credit card fraud man-
agement, mainly due to the lack of access to representative/real
datasets and expert knowledge. In [35], for example, the authors
have to make various assumptions about the credit card transaction
streams for their optimisation model, due to the lack of access to
real data. In the industry, fraud was �rstly ignored, particularly by
smaller organisations, as the money lost to fraud did not always

https://feedzai.com/
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compensate for the cost of building a solid fraud management so-
lution. However, as the problem grew, banks and other �nancial
institutions started paying more attention [1].

Initially, in most of the fraud management systems, fraud pat-
terns were manually constructed in the form of rules by human
analysts and then subsequently used for detection. But, as fraud
grew more complex, this approach became less successful. Rules
would get outdated, and there was no quick way to mark which
rules could be removed. Also, the patterns got more and more
complex, making their manual speci�cation hard. To address these
issues, fraud management turned to machine learning.

Some of the �rst approaches used neural networks, but these
work as a black box, which does not allow analysts to understand
the behaviour of the model. This is a crucial shortcoming, as it is
very often the case that an explanation must be given to customers,
for instance for blocking a card. That is why other algorithms, such
as random forests, are now more widely used in the industry (see, for
instance, [30]). Random forests can e�ectively deal with over-�tting,
and may create an explanation why a transaction was �agged,
as they can be translated into a chain of conditions. However, a
meaningful explanation can also get harder and harder to create as
the trees grow in number and in depth.

As mentioned earlier, the most serious drawback in rule-based
approaches to fraud detection was that the systems did not adapt
the rules. The work of Milo et al. [28] addresses this issue to some
extent, by proposing a tool that facilitates fraud analysts to alter
the set of pre-de�ned rules (fraud patterns), based on the fraudu-
lent transactions that are not detected by the current rules. This
approach �rst divides all fraudulent transactions into clusters based
on their similarity, and then extracts a representative from each
cluster. Subsequently, for each cluster, a rule is identi�ed that ‘cap-
tures’ the representative of that cluster (and thus its members). It
does so by selecting the best — in terms of minimising modi�ca-
tion costs — out of the top-k rules that require the least number
of modi�cations in order to detect the representative of a cluster.
Finally, the fraud analysts verify the proposed modi�cations.

A number of learning techniques have been proposed based on
association rule mining. In [37] the authors propose a technique that
adaptively extracts pro�les of legitimate behaviour in the form of
an association rule-set. Incoming transactions are compared, using
pattern-matching, against such pro�les to detect deviation from
normal behaviour. A similar approach is proposed in [33] where
the authors propose an association rule mining-based technique
for constructing patterns of non-fraudulent behaviour, which can
then be used for �ltering out fraud instances. In [34] a process
mining technique is used to extract variables related to fraud from
transaction logs. These variables, combined with human expert
knowledge are then used to devise a set of association rules that
discriminate between fraudulent and non-fraudulent behaviour.
A common drawback of techniques based on association rules is
that they cannot handle the imbalance of positive and negative
examples that is typical in the domain of credit card fraud. As
mentioned in the previous section, fraud is a needle-in-the-haystack
problem, where fraudulent transactions are no more than 0.2% of
the total number of transactions. Moreover, since these approaches
typically rely on some frequent item-set mining algorithm, they

are usually designed to learn patterns for normal behaviour from
which fraudulent behaviour must be extracted via outlier detection.
This draws little insight on fraudulent behaviour itself.

Closely related to the task of automated construction of fraud
patterns are machine learning techniques for extracting complex
event de�nitions from data. For instance, Margara et al. [25] propose
a learning technique that is able to extract complex event patterns
for the TESLA event processing language [10]. Such techniques
are good candidates for fraud management since that they have
been developed to handle temporal problems and data streams. For
this reason, in SPEEDD we developed a machine learning method
tailored to constructing complex event patterns — this is described
in the following section.

4 MACHINE LEARNING FOR
FRAUD PATTERN CONSTRUCTION

Fraudulent behaviour often manifests in the form of relations be-
tween di�erent transactions for a particular card, temporal or oth-
erwise. For instance, fraud analysts tell us that several types of
temporal relations, such as a large amount transaction that follows
after a small amount one within a small period of time, are strong
indications of fraudulent behaviour. Such relations between enti-
ties may be expressed by means of logic programming [2, 5, 31].
As an illustrating example, we present below two fraud patterns
represented as logical rules.

fraud (CardId, T2 ) ←
trans(CardId,massive_amount, T2 ),
trans(CardId, tiny_amount, T1),
before(T1, T2 ),
within(T1, T2 , 1)

(1)

fraud (CardId, T2 ) ←
transAtLeast (CardId, 6),
within(T1, T2 , 7 ),
before(T1, T2 )

(2)

The “←” connective separates the head of the rule from the body
of the rule. The head consists of a single condition, represented by
a logical atom, which is the consequent of the rule, while the body
consists of a set of conditions whose conjunction, denoted by com-
mas, is the antecedent of the rule. Informally, the head of a rule is
true whenever the conjunction of the conditions in its body are true.
We follow Prolog’s notation whereby predicates, such as trans rep-
resenting a transaction, start with a lower-case letter and variables
(for instance, CardId andT1) start with an upper-case letter. Rule (1)
expresses the so-called “Big after Small” fraud pattern, stating that
fraud is detected at time T2 for CardId, if a massive_amount trans-
action for that card occurs at time T2 , a tiny_amount transaction
occurs at some earlier timeT1, and the temporal interval betweenT1
and T2 is less than 1 minute (see within(T1, T2 , 1) in Rule (1)). Classi-
fying a transaction as massive_amount or tiny_amount is achieved
by computing thresholds for amount speci�c to card holder, area,
type of transaction, etc. Rule (2) is a version of the so-called “Flash
Attack” pattern. It states that fraud is detected at time T2 for card
CardId if at least 6 transactions for that card occur within 7 minutes.
A common feature of both rules, therefore, concerns the need to
represent the temporal relations between transactions.
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Typically, in credit card fraud management relations are propo-
sitionalised in a data pre-processing step, and are “injected” in the
data in the form of propositional features. An alternative approach,
which is the one we follow in this work, is to use methods that
allow to express and reason with relations, and attempt to learn
relational patterns of fraudulent behaviour. To this end, we use In-
ductive Logic Programming (ILP) [12], a machine learning approach
that uses logic programming as a unifying language for the repre-
sentation of training examples, ‘background’ domain knowledge
and learnt rules. It is therefore well-suited for the task of learning
relational patterns. Given a set of positive and negative examples
(logical facts) and, possibly, a logical theory that expresses some
existing (background) knowledge about the domain, the goal of an
ILP algorithm is to learn a logical theory, called hypothesis, which,
along with the background knowledge, covers — logically entails —
the positive examples and does not cover the negative ones. In prac-
tice, the requirement for a hypothesis that perfectly discriminates
between positive and negative examples is relaxed, to account for
noise, and instead various heuristics are used, guiding the search
towards a hypothesis with a good �t in the data.

In addition to its relational requirements, the temporal nature of
fraud detection allows to treat this task as a complex event recogni-
tion problem [5, 11]. Event recognition systems process sequences
of simple, derived events, such as sensor data, and recognise complex
(composite) events of interest, that is, events that satisfy some tempo-
ral (and possibly spatial) pattern. In credit card fraud management,
a simple event is the occurrence of a transaction in time, while a
complex event is the occurrence of fraudulent behaviour, de�ned
via temporal (and spatial) relations between individual transactions.
Event recognition applications deal with data streams, that is, con-
tinuous �ows of information. This poses an extra challenge for
machine learning, since learning from such streams requires online
algorithms that are able to construct decision models with a single
pass over the training data [20, 21].

4.1 Online Inductive Logic Programming
Frameworks for online learning are under-explored in ILP. Most ILP
systems assume a batch (o�ine) setting, where all data is typically
in place when learning begins. Some ILP systems are capable of
theory revision [15], that is, they accept examples over time and
gradually alter previously hypotheses to �t new evidence. Still, such
systems need multiple scans of the data to optimise their theories.

To handle the volume and velocity of training data in the fraud
domain, we use OLED (Online Learning of Event De�nitions) [24],
an online relational learner designed for constructing complex event
patterns in single pass over the training data. OLED uses a search
heuristic based on a statistical signi�cance test that allows to learn
such event patterns using only a small subset of the data; OLED
relates the size of this subset to a user-de�ned con�dence level on
the error margin of not making a (globally) optimal decision. Below
we discuss OLED in more detail.

ILP learners usually employ a divide-and-conquer strategy: Start-
ing with an empty set of rules, a rule that covers a subset of the
examples is constructed, and this process is repeated recursively un-
til all examples are covered by some rule, or some stopping criteria
are met. Each individual rule is constructed in a top-down fashion,

starting from an overly general rule (such as a rule with an empty
body), and gradually specialising it, that is, adding extra conditions
to its body. The process is guided by some heuristic functionG that
assesses the quality of each specialisation on the entire training set.
At each step, the condition (or set of conditions) with the optimal
G-score is selected and the process continues until certain criteria
are met, at which point the rule is considered to be complete and
not further specialised.

To adapt this strategy to an online setting, we use the Hoe�ding
bound [22]. Assume that X is a random variable whose mean value
over a stream needs to be approximated. Given a parameter δ , the
Hoe�ding bound states that the true mean of X over the stream
may be approximated by the one obtained after n observations
from the stream, with probability 1−δ , and within an error margin
ϵ that decreases with the number of observations n, that is, larger
values for n yield better approximations. OLED adapts the generic
ILP strategy mentioned above as follows: First, it relates the random
variable X of the Hoe�ding bound to the rule evaluation function
G, that indicates the best specialisation of a rule out of a pool of
candidates. (The evaluation function that we use in this work will be
discussed shortly.) This is done by comparing specialisations’ scores
as new examples stream-in, and by monitoring the mean value X̄
of theG-score di�erence between the best and the second-best rule
at each time. Second, we use the Hoe�ding bound to approximate
variable X using only n training examples from the input stream,
instead of using the entire training set to �nd the specialisation with
the optimal G-score. The value of n depends on the error that one
is willing to tolerate, of not selecting the truly (globally) optimal
specialisation at some step. Each training example is processed
once, to extract the necessary statistics for the computation of the
G-score of candidate specialisations and is subsequently discarded.
This gives rise to a single-pass data strategy.

4.2 The OLED system
In this section we discuss the main functionality of OLED. Its overall
strategy is presented in Figure 1. The input consists of a stream of
examples. Each example includes a set of transactions (represented
by trans) obtained via windowing, that is, by joining together trans-
actions that fall within a “slice” of time, such as 15 minutes. To
avoid clutter, in Figure 1 only a small number of a transaction’s
attributes are depicted, namely the timestamp of the transaction, its
amount, card id and expiration date. We also depict fraud annota-
tion (fraud/nofraud label) provided by human analysts as explained
in Section 2. In addition to the stream of training examples, in-
put to OLED is a background knowledge and a language bias. The
former consists of de�nitions for auxiliary predicates that are nec-
essary during learning, such as before expressing temporal order
and transAtLeast denoting a minimum number of transactions (see
Rules (1) and (2)). The latter (language bias) de�nes the predicates’
payloads.

Learning begins with an empty hypothesis H . On the arrival
of new training examples, OLED either expandsH , by generating
a new rule, or it tries to expand (specialise) an existing rule. A
new rule is added whenever some positive example is not covered
from any of the existing rules inH , while it is specialised when it
covers a large number of negative examples. Rules of low quality
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OLED

Theory
Expan-
sion

Rule
Eval-
uation

Rule
Expan-
sion

Rule
Pruning

Background Knowledge &
Language Bias

Learnt Hypothesis Ht:

fraud(CardId ,T2 )←
trans(Card ,massive amount ,T2 ),
trans(Card , tiny amount ,T1 ),
before(T1 ,T2 ),
within(T1 ,T2 , 2 ).

fraud(CardId ,T2 )←
transAtLeast(Card , 6 ),
within(T1 ,T2 , 7 ),
before(T1 ,T2 ).

Training example It

trans(1500653 , 420 .0 , d5b9ab0b181 , 200902 , fraud),
trans(1500654 , 0 , 35 , d5b9ab0b181 , 200902 , fraud),
trans(1500655 , 154 .5 , d5b9ab0b181 , 200902 , fraud),
trans(1500656 , 180 .4 , d5b9ab0b181 , 200902 , fraud),
trans(1500657 , 2 .34 , d5b9ab0b181 , 200902 , fraud)

Data Stream/Training Examples

. . .

. . .
Training example It′

trans(1856635 , 420 .0 , 3348af85 , 200902 ,nofraud),
trans(1856636 , 0 , 35 , 3348af85 , 200902 ,nofraud),
trans(1856637 , 154 .5 , 3348af85 , 200902 ,nofraud),
trans(1856638 , 180 .4 , 3348af85 , 200902 ,nofraud),
trans(1856639 , 2 .34 , 3348af85 , 200902 ,nofraud)

. . .

Figure 1: OLED for fraud pattern construction.

(lowG-score) are pruned away, after they have been evaluated on a
su�cient number of examples. Each incoming example is processed
once, to extract the necessary statistics for rule evaluation. OLED’s
main operations are discussed next in more detail.

Theory Expansion. Theory expansion consists of the addition
of a new rule to theory H , in order to cover an example I. A
new rule is generated in a data-driven fashion, by constructing a
bottom rule from I [12]. A bottom rule r⊥ is a most-speci�c rule
that covers the example I, that is, a rule that contains in its body
the maximum number of conditions that are true with respect
to I. These conditions are derived from I and the background
knowledge. The goal is to use r⊥ as a search space to obtain a rule
r with a good �t in the data. This is done by searching within the
space of candidates, that is, rules that result by combining di�erent
conditions from the bottom rule, to �nd a rule that covers a large
number of positive and a small number of negative examples. For
instance, if the bottom rule is

fraud (CardId, T2 ) ←
trans(CardId,massive_amount, T2 ),
trans(CardId, tiny_amount, T1),
trans(CardId,medium_amount, T3 ),
before(T1, T2 ),
before(T3, T2 ),
before(T3, T1),
within(T1, T2 , 1)
within(T3, T1, 10)

(3)

then any rule with the same head as that of Rule (3) and a body
consisting of a subset of conditions from its body, is a candidate
in the search space de�ned by this bottom rule. Below are two
candidate examples:

fraud (CardId, T2 ) ←
trans(CardId,massive_amount, T2 )

(4)

fraud (CardId, T2 ) ←
trans(CardId, tiny_amount, T1),
before(T1, T2 )

(5)

The search space is structured by θ -subsumption [12] and the
search for a good rule is guided by the evaluation function G that
assesses the quality of candidate rules. The search space may be
traversed either in bottom-up fashion, starting from the bottom
rule itself and searching for more general rules, or in a top-down
fashion, that is, starting from an overly general rule and gradually
searching for more speci�c ones. OLED follows the latter strategy.
Therefore, theory expansion consists of the addition of a rule r with
an empty body to theoryH . From that point on, r may be gradually
specialised by the addition of extra conditions from the bottom rule
to its body, as discussed below.

Rule Evaluation. Each rule and all of its candidate specialisa-
tions are constantly evaluated to assess their quality over the input
stream. Towards this, OLED calculates statistics for each rule and
its specialisations, cumulatively, as new training examples arrive.
These statistics are used for calculating a rule’s score via the evalu-
ation function G. Any rule evaluation function may be plugged in
OLED — see [19] for an overview of such functions. In this work,
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we use precision as the rule evaluation function. Therefore, the
statistics collected for each rule consist of the true positive and
false positive example counts, which are updated each time a new
training example arrives.

Rule Expansion. This is the process of specialising a rule r
by adding conditions to its body from a bottom rule. We use the
Hoe�ding bound to select among competing specialisations of a
rule. A rule r is expanded, that is, replaced by its best-scoring (so
far) specialisation from its pool of candidates, when a su�cient
number n of examples has been observed, where n is determined
by the Hoe�ding bound-based search heuristic. To ensure that no
rule r is replaced by a specialisation of lower quality (lower G-
score), r itself is also considered as a potential candidate along with
its specialisations from the pool of candidates. This ensures that
expanding a rule to its best-scoring specialisation, after n examples,
is better, with probability 1−δ , than not expanding it at all.

Rule pruning. Sometimes, bad rules may be constructed, whose
quality cannot be further improved. OLED does not attempt to
generalise a rule, that is, remove conditions from its body in an
e�ort to improve its quality, due to complexity reasons. Keeping
these rules in the hypothesis H and constantly evaluating them
on new examples may be pointless and wasteful. Therefore, OLED
supports the removal of rules whose score is smaller than a quality
threshold Smin. Note that a rule that is actually good (over the entire
stream) may score poorly on a sequence of incoming examples. To
address this issue, we also use the Hoe�ding bound to determine
the number of examples n that su�ce to derive the conclusion, with
probability 1−δ and within an error margin ϵ , that the quality of
the rule is indeed below Smin.

OLED is an any-time algorithm, that is, it may output the hypoth-
esis constructed so far at any time during the learning process. In
practice, however, we allow a “warm-up” period, in the form of a
minimum number of training instances Nmin on which a clause r
must be evaluated before it can be included in an output hypothesis.

4.3 Experimental Evaluation
To evaluate our approach for automated fraud pattern construc-
tion, Feedzai created a synthetic dataset which is representative of
real credit card transaction streams. We made this dataset publicly
available3. Although a card may have experienced a fraudulent
transaction, it is not always automatically blocked — the �nal deci-
sion often lies with human fraud analysts. The dataset, therefore,
contains cards which have fraudulent and genuine transactions, in
any order.

Instances of the following fraud patterns are included in the data:
• ‘Increasing (Decreasing) Amounts’. A sequence of transac-

tions using the same card, with an increasing (decreasing)
amount withdrawn or spent.

• ‘Big after Small’. An outstandingly large amount after one
or a series of small amounts.

• ‘Flash Attack’. A high number of transactions in a very
short period of time.

• ‘Transactions in Faraway Places’. Two or more subsequent
transactions in a short period of time in large distances.

3http://speedd-project.eu/data

System F1-score Precision Recall Time (min)
OLED 0.830 0.894 0.776 21
SC 0.892 0.912 0.874 188

Table 1: Performance comparison: OLED vs o�line ILP.

• ‘Card Expires’. A transaction occurs too close to (for in-
stance, one hour before) a card’s expiration date.

A detailed discussion of these patterns may be found in [9].
Positive (fraudulent) examples in the dataset amount to 0.2%

of the total number of transactions — the remaining transactions
concern non-fraudulent activity. This is in accordance to the posi-
tive/negative example ratio found in real transactions streams. This
imbalance of positive and negative examples makes the learning
task very challenging. An additional challenge is that fraud pat-
terns often consist of long transaction sequences. This intensi�es
the learning task since the complexity of a rule increases with
its length. The dataset consists of 10, 000, 000 transactions, which
amounts to approximately 200 MBs of data.

In our experiments, the training set was consumed in windows,
data batches of a pre-de�ned time-span. The goal of our �rst exper-
iment was to assess the trade-o� between e�ciency and the quality
of the outcome. We compared OLED, performing online learning,
to a classic o�ine ILP learner, which learns one rule at a time in a
standard set cover loop [12], requiring several passes over the data.
To this end, we implemented such an o�-line algorithm. We did
not use one of the existing ILP learners for this task, like Aleph4 or
Progol [29], because these systems do not support learning from
sets of training examples, but instead accept such examples in the
form of single logical atoms [6]. Therefore, the complexity of the
learning task increases substantially.

We performed 10-fold cross-validation with OLED5 and the of-
�ine ILP algorithm6. The experiments were conducted on a Linux
computer with Intel i7-4770 cores at 3.40GHz and 16 GBs of RAM.
Both OLED and the o�ine ILP algorithm were implemented in the
Scala programming language, using the Clingo answer set solver7

as the main reasoning component.
Table 1 presents the results in terms of predictive accuracy, that is,

precision, recall and their harmonic mean (F1 score), and e�ciency.
SC denotes OLED’s set-cover-based o�ine ILP rival. As expected, SC
achieved better accuracy; each rule learnt by SC is optimised over
the entire dataset. On the other hand, SC’s average training time
is longer than 3 hours, while OLED processes the whole dataset in
approximately 21 minutes to learn patterns of comparable quality.

In our second experiment, we studied how the quality of the
outcome in terms of F1-score, and the average processing time per
window are a�ected in OLED, by varying the window size. Initially,
we tested OLED with small windows including up to approximately
35 transactions. The top graphs of Figure 2 present the results.
The top-left graph of Figure 2 presents F1-score as a function of
window size and the total number of windows (learning iterations)

4http://www.cs.ox.ac.uk/activities/machinelearning/Aleph/aleph
5https://github.com/nkatzz/OLED
6http://users.iit.demokritos.gr/~nkatz/set-cover/
7http://potassco.sourceforge.net/

http://speedd-project.eu/data
http://www.cs.ox.ac.uk/activities/machinelearning/Aleph/aleph
https://github.com/nkatzz/OLED
http://users.iit.demokritos.gr/~nkatz/set-cover/
http://potassco.sourceforge.net/
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Figure 2: F1 score (left) and average processing time per window (right) for small (top) and large (bottom) windows.

in the training set. Each F1-score value is a micro-average obtained
from a 5-fold cross-validation. The results indicate that the F1-score
depends mostly on the window size (as opposed to the number of
learning iterations) since, even for the largest window, the number
of learning iterations is large enough. The F1-score grows for the
�rst four window sizes, while it remains almost constant for the
larger window sizes. Windows including less than 20 transactions
often contain only part of the transaction sequence involved in a
fraudulent activity. Consequently, OLED learns incomplete patterns
of lower quality.

The top-right graph of Figure 2 presents the average processing
time per window. This graph shows that the processing time grows
almost linearly with the window size.

To test OLED further, we performed experiments with larger
windows, including up to approximately 2,000 transactions. The
bottom graphs of Figure 2 present the results. Even in this setting,
the numbers of learning iterations are large enough and thus do
not a�ect the predictive accuracy. Notably, the average processing
time per window still grows linearly with the window size.

OLED is not the only online relational structure learner in the
literature. OSLα [27], for example, is an online relational learner
that has probabilistic semantics in order to deal with the inher-
ent uncertainty of event processing applications [4, 14, 36], such
as fraud management. OSLα is a learner for Markov Logic Net-
works [32] that extends the procedure of OSL [23], by exploiting a
given background knowledge to e�ectively constrain the space of
possible structures. The space is constrained subject to the charac-
teristics imposed by the rules governing a speci�c task. OSLα was

successfully used in SPEEDD for the automated construction of traf-
�c congestion patterns [26]. In particular, OSLα , without the aid of
hand-crafted knowledge, performed at least as good as the AdaGrad
weight learner [13] operating on patterns constructed by human ex-
perts. The aid of hand-crafted patterns allowed OSLα to outperform
signi�cantly AdaGrad in the presence of noisy data streams. How-
ever, OSLα proved insu�cient for fraud pattern construction. Most
fraud patterns require long sequences of transactions to avoid false
positives. As mentioned earlier, in this case the complexity of the
learning task increases, making the use of probabilistic approaches,
such as OSLα , impractical.

5 COMPLEX EVENT PROCESSING
The constructed fraud patterns are used by the SPEEDD prototype
for fraud detection and forecasting, by means of an event-driven
application de�ned by an event processing network (EPN) [16].
An EPN, a conceptual model describing the event processing �ow
execution, comprises a collection of event processing agents (EPAs),
event producers and consumers. We resort to the IBM PROactive
Technology ONline (PROTON8) for complex event processing. In
particular, SPEEDD makes use of the PROTON-on-Storm version
of the engine9. PROTON is platform-independent, implemented in
Java and has a modular architecture consisting of:

• Adapters enabling the communication of PROTON with
external systems.

• Parallelising agent-context queues for parallel processing of
event instances participating in multiple patterns/contexts.

8https://github.com/ishkin/Proton/
9http://storm.apache.org/

https://github.com/ishkin/Proton/
http://storm.apache.org/
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• Context service for managing context life-cycle, such as
the initiation of new context partitions, termination of
partitions based on events/timers, and segmenting incom-
ing events into context groups which should be processed
together.

• EPA manager for managing EPA instances per context
partition (managing the state, pattern matching and event
derivation based on the state of an EPA).

A key feature of PROTON is the ability to deal with uncertainty.
PROTON receives credit card transactions as input events and,
based on the fraud patterns, emits an alert in case of fraud detection
or forecasting. Unlike the input events, the derived events have a
certainty value attached, since the fraud patterns do not cover all
examples and are therefore associated with a score (see Section 4).
A detailed description of the use of PROTON for credit card fraud
management, including the proposed event processing network,
may be found in [9].

Fraud alerts (recognitions and forecasts) are made available to
human analysts through a user interface, presented in the following
section. For component communication, such as the interaction
between PROTON and the user interface, the SPEEDD prototype
uses Apache Kafka for the event bus10 [18].

6 USER INTERFACE DESIGN
Fraud analysts interact with the SPEEDD prototype via a user in-
terface. Analysts can accept, respond to, or make suggestions and
control actions. The dashboard client is designed to provide the
analyst with a clear picture of the current state of the world. It dis-
plays the di�erent situations in human readable form. Furthermore,
it aims to support the fraud analyst by drilling down into situations
and displaying the rationale behind the fraud alert.

Despite the high level of automation employed in credit card
fraud detection, human analysts still play an important role in the
process of investigation. One would assume that as soon as fraud
patterns can be formalised into rules for complex event recognition
and forecasting, the task becomes one of simple threshold (fraud
alert con�dence value) comparison rather than a complex process
analysis. However, issues arise in two common situations. First,
genuine transactions ‘look’ as if they were fraud, that is to say,
they present attributes that the automation �ags as suspicious, in
the absence on information from the card holder. Second, auto-
mated analysis produces a fraud score which is, in many cases,
inconclusive. This makes automatic blocking of cards problematic.
Furthermore, institutional policies di�er greatly from one another,
making a standardisation of blocking requirements di�cult and
often requiring a human analyst in the loop, who is familiar with
the bank’s policies and goals. For example, premature blocking of
non-compromised credit cards can cause customer dissatisfaction
and can therefore lead to reputation damage. However, not blocking
a compromised card leads to �nancial losses for the bank. These
constraints, which �nancial institutions are faced with, de�ne an
action space for human experts. Therefore, a user interface tailored
to the job of human analysts would not only help them decide

10https://kafka.apache.org/

whether a suspicious transaction is fraudulent, but also aid in quan-
tifying and preventing the potential �nancial and reputation loss,
supporting a proactive approach to fraud investigation.

Two user interfaces were developed for the SPEEDD prototype.
User Interface 1 (UI1), shown in the top of Figure 3, is designed to
support the investigation of fraud types which require the analyst
to have an overview of the context in which transactions were
made. It consists of a map on the right hand side and a transaction
queue (‘event list’) on the left. The transaction queue shows the list
of �agged transactions to be investigated by the analyst along with
some associated information, such as the reason for �agging the
amount of the transaction and the certainty of the complex event
processing engine. The top part of the display is occupied by four
widgets which, when selecting a region on the map, displays �nan-
cial statistics and �agged transactions in that region. These values
provide context for transactions under investigation, transactions
which don’t �t in the regional averages being more suspicious. User
Interface 2 (UI2) — see the bottom user interface of Figure 3 — on
the other hand, is designed to show the analyst the most relevant
aspects of a transaction or a series of transactions, that lead to
a �agged pattern by the complex event processing module. This
user interface is designed to better support the diagnosis of fraud
where context (that is, regional statistics) is not determinant in the
�agging of the pattern. It features the same transaction queue on
the left hand side and a visualisation of the fraud pattern on the
right, showing transaction sequences, amounts, locations and times
when transactions were carried out.

A pilot experiment was conducted, using these two interfaces,
with four experts in fraud investigation from a leading institution, a
partner company of Feedzai, that requested to remain anonymous.
The experts were presented with a list of transaction sequences
�agged by the complex event processing module, each with an asso-
ciated certainty. Experts had to respond to 24 fraud instances with
each user interface, by either con�rming fraud, contacting the card
holder or allowing further transactions. The fraud instances shown
concerned four patterns: ‘Increasing Amounts’, ‘Transactions in
Faraway Places’, ‘Big after Small’ and ‘Flash Attack’ (see Section 4
for a short description of these patterns). Increasing Amounts and
Transactions in Faraway Places are purely card-dependent, while
Big After Small and Flash Attack are contingent on the geographical
location, therefore more context-dependent (patterns sometimes
di�er greatly from one country and even one region to another).

Even though each user interface better supports two of the four
fraud types treated in the experiment, both support the diagnosis
of the other two fraud types by providing the required information
in a separate modal window which the analyst can bring up. One
would expect analysts to prefer UI1, and be more e�cient while
using it when dealing with the Big After Small and Flash Attack
patterns. On the other hand, when dealing with Increasing Amounts
and Transactions in Faraway Places, one would expect analysts to
be more e�cient while using UI2. This is because no additional
information is required to be brought up to diagnose these patterns,
all the necessary information being readily available on screen.

Certainty associated with �agged patterns relate to the con�-
dence of the complex event processing module that the pattern
in question is fraudulent. This ranges from 0-100% and one can

https://kafka.apache.org/
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Figure 3: User Interface 1 (up) and 2 (down) of the SPEEDD prototype.

assume that when the con�dence score (certainty) is close to 0, it
is highly unlikely that that the pattern is fraudulent. Conversely,
when certainty approaches 100%, it is very likely that fraud has
occurred and the credit card needs to be blocked in order to prevent
further losses. However, there is a middle range where there is

no de�nite answer and to which human expertise can add value.
Analysts can investigate further, by requesting more information
or contacting the card holder, and when a decision can be made,
either allow further transactions or block the card in question.
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Figure 4: Experts responding to 24 fraud instances: Decision times in seconds in terms of con�dence (top) and fraud pattern
(bottom) for user interface 1 (left) and user interface 2 (right). The graphs show median time with upper and lower bounds
de�ned by interquartile range. Outliers are indicated by stars or circles, depending on how far from the interquartile range
the value is, and the fraud instance number. For example, fraud instance 18 for fraud type Big after Small, took longer than
average for three of the experts with user interface 1.

We looked to identify behaviour di�erences not only between
user interfaces but also between three fraud con�dence levels —
low, medium, high — and the four fraud patterns. More speci�cally,
we looked at di�erences in time to respond to a �agged transaction
sequence, number of modal windows opened (or, number of times
extra information is requested) and the analysts’ �nal decision to
allow further transactions, contact the card holder or block the card.
Rather than noticing any clear di�erence in decision time between
con�dence levels or fraud patterns, we see slightly faster decisions
with UI2 — see Figure 4.

Experts seem to open more modal windows for the medium and
low con�dence levels than for the high level — see the top two
graphs of Figure 5. Moreover, while using UI2, analysts tend to
be using less extra information (see Figure 5); in some situations
they don’t look for extra information at all. Linking this back to
the experiment design, when using UI1, modals need to be brought

up for Increasing Amounts and Transactions in Faraway Places.
Conversely, when using UI2, extra information needs to be investi-
gated for the Big After Small and Flash Attack patterns in order to
make an informed decision. However, what seems to happen is that
fraud analysts tend to oversample, looking at extra information
even when this is not required. Nevertheless, they oversample to a
lesser degree when using UI2 compared to UI1.

The fact that fraud analysts tend to oversample could be seen,
on the one hand, as ine�cient. However, e�cient search requires
an understanding of the relationship between the fraud type and
the relevance of the information source. The use of further infor-
mation provided a means of managing uncertainty and checking
for consistency in the available information. Thus, in line with the
study of [8], we would claim that an optimal strategy involves a
sampling of the cues which are felt to be most relevant to a given
fraud type. The trade-o� between opening additional modals and
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Figure 5: Experts responding to 24 fraud instances: Number of modals opened in terms of con�dence (top) and fraud pattern
(bottom) for user interface 1 (left) and user interface 2 (right). The graphs show median number of modals with upper and
lower bounds de�ned by interquartile range. For some fraud types, such as Flash Attack on user interface 1, all users mostly
opened 1 modal.

decision time (which was in the region of 20 sec to 30 sec) seemed
to de�ne an acceptable decision strategy for these fraud analysts.

7 SUMMARY, LESSONS LEARNED
& FURTHERWORK

To prevent problems and capitalise on opportunities before they
even occur, SPEEDD proposed a methodology, and developed a pro-
totype for proactive event-driven decision-making. The machine
learning component of the SPEEDD prototype supports the on-
line construction of fraud patterns, allowing it to e�ciently adapt
to the continuously changing fraud types. Furthermore, the user
interface enables human analysts to make the most out of the re-
sults of automation (complex event processing) and thus reach
informed decisions. Unlike most academic research on credit card
fraud management, the assessment of the prototype (components)

was based on representative transaction datasets, allowing for a
realistic evaluation.

Feedzai, the domain expert in SPEEDD, gained a deeper insight
on how fraud analysts rely on the user interface and how such
an interface can be designed in their best interest. Moreover, the
uncertainty handling techniques of SPEEDD in�uenced the devel-
opment of Feedzai’s algorithms and commercial software solutions
for fraud management.

For e�ective fraud pattern construction, companies, such as
Feedzai, rely heavily on feature engineering, a process guided by
their long experience in the �eld. Such features are custom to re-
gions, banks, customers, and so on. The process of feature engineer-
ing is very time-consuming, especially since it has to be performed
on large datasets to be e�ective. To address this issue, interactive
analytics techniques must be developed, where users iteratively
pose queries and see rapid responses, and large jobs are broken
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into small portions whose results are reported incrementally [17].
This is an area of our current research.

Another area of further work concerns the use of alternative
metrics/scoring functions for machine learning, such as ‘money
recall’, where optimisation concerns the sum of the amounts of
the blocked transactions as opposed to the number of blocked
transactions. For example, it is more important to block a single
fraudulent transaction of 5000 Euros as opposed to blocking 100
fraudulent transactions of 1 Euro each.

As already mentioned, credit card companies often use humans
(fraud analysts) to take the �nal call on fraud. Using models for cog-
nitive processing, SPEEDD aimed to identify the rationale behind
the analysts’ decisions, so as to replicate them using automated
controllers [7]. A cognitive processing model for an analyst’s de-
cisions depends on the visual processes involved: how is the data
presented to the analyst and how is such information processed by
a human observer? The answer to the �rst question is determined
by the design of the user interface (see Section 6). Each visual dis-
play method has an associated cognitive model, which describes
how quickly and accurately the human eye and brain absorb this
information. Using this information, the cognitive process updates
a belief vector that summarises the analyst’s current understand-
ing of the case at hand and takes a suitable decision, such as, for
example, to click on a visual aid or blocking a credit card. By virtue
of the fraud analyst’s expertise, these decisions can be assumed
to be optimal for some unknown cost function. Identifying this
function may allow the design of an optimal control policy (for this
function), and subsequently the use of this policy for replacing the
human analyst.

A setup was de�ned to apply inverse optimisation to visual
search, for identifying the fraud analysts’ cost function. It turns out
that the available methods in inverse optimisation are unsuitable for
visual search problems [7]. This is partly due to the non-convexity
of these problems. However, inverse optimisation might be suitable
for an active learning setting, in which we seek to extract and for-
malise the prior knowledge that a fraud analyst has gained through
experience. This is an area of current work.
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